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Abstract

This paper presents a fundamental reassessment of the global
human resources crisis in primary health care, using nation-
ally representative survey data from 7,915 health facilities
across 10 Sub-Saharan African countries. The reassessment
consists of three main parts. First, in contrast to a litera-
ture that posits pervasive health workforce shortages, the
paper estimates that the median primary health care pro-
vider sees 10.9 patients each day and spends under two
hours doing so. However, variation in patient loads across
facilities implies that most patients visit busier facilities,
and therefore the median patient experiences long wait
times. Second, by combining caseload data with measures
of medical competence for 14,367 individual providers, the
paper demonstrates that provider caseload is very weakly
correlated with medical competence. As a result, the most

competent doctors in each system are nearly as likely to
be underutilized as the least competent. Third, the paper
assesses how much productivity is lost due to the low
observed correlation between caseload and competence, by
calculating potential quality improvements from matching
the most competent providers to the busiest postings. Such
transfers could increase the likelihood that a patient sees
a provider who can correctly manage simple cases by 4.5
percentage points, or 12 percent, but with substantial vari-
ation across countries. The paper concludes that in half of
the countries in the sample, there are substantial numbers
of competent but underutilized providers; but in the other
half; quality improvements will require a full overhaul of the
training infrastructure and spatial distribution of facilities.
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Highlights

* We estimated outpatient caseloads and provider competence using nationally
representative facility-level survey data from 10 Sub-Saharan African countries.

» The median primary health care provider sees 10.9 patients every day, but the
median outpatient visits a provider who sees 25.7 patients daily.

» There is almost no correlation between caseloads and competence in most coun-
tries: low-competence providers are nearly as busy as the most competent.

» Hypothetical reallocations that match underutilized high-competence providers to
larger caseloads could meaningfully improve the quality of care in half of the
sampled countries.

1 Introduction

A prominent consensus in the voluminous literature on “human resources for health” is
that there is a global workforce crisis in primary health care (PHC) — a general shortage
of providers, which is far worse in poorer countries and especially acute in Sub-Saharan
Africa (SSA)." 2 The prima facie case for this consensus is unassailable. Even in the
OECD countries, doctors and nurses are extremely busy and visibly overworked, with
frequent reports of provider burnout. There are 4.5 physicians per 1,000 people in
Germany and 3.6 in the United States,® but only 1.55 physicians, nurses and midwives
for every 1,000 people across the WHO African Region.* Given that there are far fewer
physicians per population in SSA than in OECD countries, it does not require a huge leap
of faith to assume that the workforce crisis must be much worse in SSA compared to the
United States or the European Union.

On closer consideration, however, these statistics present a puzzle. Assume each
person in SSA seeks outpatient primary care 6 times per year, which is the OECD average
for in-person physician consultations in 2021.% In the African Region, there are 1.55
providers per 1,000 people,* and if each provider worked 250 days a year, this would
imply that the average provider would therefore have to see just 15.5 patients per day.
Even at the highest LMIC observed PHC consultation length of 9 minutes,® the average
provider would see patients for 140 minutes each day, or two hours and twenty minutes.
After paperwork and administrative duties, the typical PHC provider in SSA must still
spend substantial time not seeing patients, or “excess capacity”. Published statistics are
therefore consistent with the idea that the workforce is in fact under-utilized.

The first part of our study investigates this apparent contradiction: Academic con-
sensus, personal observation, and patient reporting all indicate that SSA primary care
facilities are highly overcrowded, but published national and regional statistics are instead
consistent with substantial underutilized time for PHC providers.

Our investigation uses nationally representative PHC facility survey data covering
7,915 health facilities in 10 Sub-Saharan African countries, collected between 2014 and
2019 through the World Bank’s Service Delivery Initiative (SDI).”-8 We first show that,
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across the countries in our sample, the median outpatient caseload per facility is 25.9
patients per day. As many facilities have multiple providers, if we assume that the patient
load in the facility is evenly distributed across available providers, the mean daily caseload
per provider was 15.7 and the median was 10.9 across our full sample, ranging from 1.2
in Nigeria to 20.7 in Malawi. This mean is remarkably close to the 15.5 patients per day
that emerged from our crude calculation above, and it indicates that the caseloads of
PHC providers are consistent with one hour and forty minutes of daily consultations across
the countries in our sample.

To understand why patients still report long queues even though providers have
substantial excess capacity, we then examine the variation in caseloads across facilities.
Across the countries in our sample, the 20% busiest providers saw between 40%—67%
of all outpatients, which implies that most patients (by definition) visited facilities with
relatively busy providers. The median patient in our sample visited a provider who
saw 25.7 patients each day, ranging from 6.6 in Nigeria to 64.6 in Malawi. These are
substantially higher caseloads, and simulations using stochastic queuing theory show that
even mild “clumping” of patients at any time of the day — or day of the week — would lead
to long queues and waits at these higher caseloads. We conclude that official statistics
and facility survey data are correct in indicating concurring patterns of excess capacity for
providers. Simultaneously, the variation across facilities in the survey data implies that
the characteristic patient experience is instead one of crowds and queues.

With this new perspective in hand, we turn to a second issue of human resource
management for these PHC systems. We consider, as a starting point, that the unequal
caseloads we observe could reflect efficient allocation mechanisms if the busier providers
were also those of higher quality. Our second aim in this article is then to investigate
whether caseloads were strongly positively correlated with provider competence.

In order to do so, we used measures of clinical competence for 14,367 health care
providers that we linked to our estimates of utilization at the provider level,® again under
the assumption that patients were equally divided among available providers in the
facility. We uncover the striking result that the association between competence and
caseloads is close to zero for most countries in our sample. It is negative so that more
competent providers see fewer patients in Madagascar and Mozambique, and positive
but small in all other countries. Some examples are stunning: Nigeria has some of the
most knowledgeable providers in the entire sample and is one of the countries with a
statistically significant positive association between caseloads and competence. Even so,
the correlation is so small that the average caseload among the 100 most knowledgeable
Nigerian providers in the sample was only 5.2 patients per day.

The lack of a strong systematic association between caseloads and competence then
motivates the third part of our study. We investigate the implications of this (mis)allocation,
whereby highly competent providers are located in less busy facilities, by asking if overall
quality could be improved by hypothetically matching underutilized high-competence
providers to larger caseloads. An example demonstrates the reasoning behind this
approach. Consider a health system with two providers: Doctor A, who scores 80 (out
of 100) on a measure of competence and Doctor B, who scores 20. The average doctor
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therefore scores 50. However, from the patient point of view, the average quality of the
system should be calculated accounting for each doctor’s share of total patients: If 1/4 of
patients see Doctor A and 3/4 see Doctor B, the average interaction quality would be 35.
If the doctors were to switch places, the average interaction quality would be 65 instead,
with no change at all in the medical competence of either Doctor A or B, or the physical
location of the patients.

Following this logic, we provide an estimate of how much the quality of the average
patient consultation could improve in each country if providers were to be “optimally”
reallocated. Specifically, we compute the competence of the provider at the average
outpatient consultation in the observed data. Then, we calculate the same quality metric,
but with the most knowledgeable health care providers hypothetically matched to the
largest caseloads in their country and sector, holding constant the number of patients at
each facility. We emphasize that this reallocation is not intended as a policy
recommendation, but as a sufficient statistic to quantify the loss in quality due to the fact
that some high-competence providers are underutilized, even while some low-competence
providers manage very large patient loads.

For the average patient interaction, our hypothetical provider reallocations increased
quality (defined as having the competence to correctly manage a basic case) by 4%
to 30% relative to current performance. Two observations are noteworthy. First, even
with the near-zero correlations between caseloads and competence in current systems,
improved allocation offered substantial gains in only half of the countries. Second, in
those countries where gains from reallocation were low, improvements were just as low
in simulations of an alternate policy that “upskilled” every non-doctor health care provider
to the level of a doctor from the same country, a major investment in training resources.
In these countries, even though the health care provider population still has ample excess
capacity, there is an insufficient number of high-competence providers to reach patients in
any configuration of human resources. Systemic quality improvements in such cases
may require a complete overhaul of training infrastructures.

Our paper makes two fundamental contributions to the literature. First and foremost,
we contribute to the literature on human resources for health, particularly in Sub-Saharan
Africa. In contrast to a common view that there is a general human resource shortage,
we show that published aggregate statistics and the SDI facility survey data are both
consistent with substantial excess capacity for the median provider. Our result rationalizes
and explains why recent studies’®~'? find that the causal impact of patient load on the
quality of medical care is close to zero in multiple SSA countries: Most providers have
plenty of capacity to handle additional patients. We further contribute to this literature by
using variation across the facility surveys to show that excess capacity among providers
is also consistent with long queues and waits for the typical patient, because a small
share of providers handles a large share of the total caseload.

Second, we show how data on individual provider competence can be combined with
data on caseloads to quantify lost productivity, by estimating the potential gains from
improved allocation. While such allocative gains have been shown to be quite important
for quality improvement in high-income countries,'® ' our approach to estimating potential
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quality improvements through hypothetical reallocation in the presence of excess capacity
is new to the health care quality improvement literature in low-income countries. It is
motivated by the fact that even though patients seeking care for common conditions are
frequently misdiagnosed and incorrectly managed,'" '5-'7 current approaches of training
existing providers have yet to generate substantive and consistentimpacts across contexts.
A comprehensive review in LMICs that documented 499 studies showed enormous
variation in the effects of any given strategy, and found no “silver bullet” that reliably
replicated across studies.'® Our allocation-based analysis suggests that, at least in half
the countries in our sample, the losses due to allocative inefficiency may be large, and
that improved utilization of competent providers could lead to substantial quality gains. In
the other half, because the fraction of providers who are highly competent is small,
neither reallocation nor upskilling using the current infrastructure improves quality. In this
case, a substantial rethinking of the entire medical training architecture may be required.

2 Methods

2.1 Data Source

Our analysis was based on data collected through the Service Delivery Indicators (SDI)
surveys, conducted by the World Bank, in 10 Sub-Saharan African countries with a total
population of 515 million, or 43% of the Sub-Saharan African population. Within each of
these countries, facilities were first sampled from a list of facilities that provided primary
care services, and survey data were collected on facility caseloads and rosters of clinical
staff. Then, in a second stage at an unannounced visit, present providers were
interviewed, with clinical vignettes administered for up to seven common medical
conditions, assessing their medical competence (knowledge). The final dataset that was
fully matched with caseload data included vignette data from 14,367 health care providers
practicing at 7,915 health facilities. A complete description of the vignette sample selection
and administration process is presented in Daniels et al. (2024).°

2.2 Primary Outcomes

Using the SDI data, we constructed two primary outcome measures. The first was the per-
provider “outpatients per working day,” a measure of each provider’s caseload calculated
from the facility survey and staff survey. The second was the “vignettes competence,” a
measure of the quality of each health care provider in terms of their medical knowledge.
We considered each provider’s ability to correctly diagnose and treat the conditions
presented in the vignettes based on the presentations and definitions in Supplemental
Appendix Table 1, and we present the vignette competence here as the predicted share
of vignette cases each provider could have correctly managed.

Using the reported number of outpatients seen at the facility in the last three months as
recorded by the SDI, we computed the mean daily outpatient caseload for each provider in
the sample following Kovacs and Lagarde (2022) as PL, :% PLy, the estimated
average daily patient caseload per provider at the facility level, is calculated as the total
number of monthly consultations at the facility level divided by the number of staff serving
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outpatients times 20 expected working days per month for each provider.'? We
winsorized the final number of daily outpatients per provider for the top 2.5% of facilities
within each country.

SDI surveys measured absenteeism in health facilities via unannounced visits where
enumerators compared the actual presence of providers to the roster of listed providers.
We provide an upper-bound estimate of the per-provider caseload by counting only those
providers who were present at the facility on the day of the unannounced provider survey
and we assumed that this count was representative across an estimated 20 working days
at the facility. This implicitly assumed that providers who were observed on the survey day
across the sample of facilities were representative of the availability of providers at each
facility on any given day and representative of the workload of others not observed. If, for
instance, the providers who were not observed were at home and not seeing patients,
we would over-estimate the average patient load in the system. We were not able to
match the identity of providers who worked at multiple facilities, either inside or outside
the sample. For our purposes, the representative “provider-day” workload at the sampled
facilities is accurately estimated and is the quantity of interest: It is the number of patients
a typical provider sees during a typical working day.

We caution that the differences under other assumptions can be large, as the mean
facility reported 4.3 providers on staff, of whom only 2.6 were present during the unan-
nounced provider survey visit. If we spread patients across all providers on the roster
(include those not present), or assumed that each facility would be open more days each
month, the number of patients per average provider-day would decrease proportionally.
For the 5% of facilities with over 10 staff on the roster, we did not have a true sample of
provider availability from the vignette survey. In these cases, we estimated the number
of providers present. To do so, we calculated the average share of providers present
across all facilities with 2—10 providers (60%), and multiplied that by the total number of
providers listed on the roster. To have the providers observed in the vignettes represent
the present providers not observed in the vignettes, we weighted those observations by
the factor appropriate to each facility’s staff roster count. The Supplemental Appendix
describes these computations and the robustness of our results to the exclusion of those
large facilities where we estimated the true number of present staff.

Following Daniels et al. (2024),° we used item response theory (IRT) to estimate
a continuously-distributed provider competence index based on adherence to the pre-
determined diagnostic checklists in the clinical vignettes. We used a regression model to
predict the share of vignette cases each provider would have correctly managed, which
increases from 14% at the 10th percentile to 55% at the 90th percentile. We report either
the predicted or actual correct management shares as our measure of quality as
statistically appropriate.

2.3 Simulation: Potential Gains from Provider Reallocation

We characterize the potential quality gains from improving the allocation of providers
across facilities in the following way. We define a “posting” as the number of daily
outpatients seen by each provider as calculated above. We then define an “optimal
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allocation” as one in which the provider with the highest competence is matched to
the posting with the largest outpatient caseload; the provider with the second-highest
competence to the posting with the second-largest outpatient caseload; and so on. We
restrict hypothetical reallocations to postings within the same health facility level and
rural/urban setting (together, a “sector”) in each country, while holding the caseload
constant at each posting.

To calculate the potential gains from provider reallocation, we first computed the
share of vignette conditions that the average provider could correctly treat, weighted by
the observed outpatient caseload at each posting. Then, we reallocated providers to
the “optimal allocation” taking the constraints into account till all existing providers were
assigned to all existing postings. This process produced the highest possible proportions
of vignettes correctly treated when weighted by the observed outpatient caseloads.
Following the reallocation simulations, we re-computed the predicted correct
management shares for the average patient and calculated the realized gains from
the reallocation. Regardless of the practicability of any such reallocation, the resulting
estimate is a valid measure of the quality implication of provider misallocation. The
Supplemental Appendix discusses the process in further detail.

3 Results: Provider Caseloads and Patient Crowding

3.1 Caseload Patterns for PHC Providers

The first part of our results establishes the overall patterns in daily outpatient caseloads
across the countries in our sample. The top panel of Table 1 presents summary statistics
for each country as well as for all countries in our sample (as a country-level average of
medians). The median facility in the average country sample saw on average 25.9
patients per day, ranging from 2.1 in Nigeria to 87.2 patients per day in Malawi (Column
4, Table 1). The median provider in the average country saw on average 10.9 patients
per day, with country-level medians ranging from 1.2 (Nigeria) to 20.7 patients per day
(Malawi). A provider who saw 10.9 patients per day would face a one hour and forty
minute workday in addition to other duties if providers were spending nine minutes per
patient, which is the highest mean consultation time observed in LMIC settings.® Given
that the mean consultation time across LMIC settings is usually closer to five minutes, it
could well be the case that the median SSA provider spends no more than one hour a
day seeing outpatients.

In the bottom panel of Table 1, we compared these estimates to WHO statistics, using
the combined number of physicians, nurses, midwives, and CHWs reported per 1,000
population.’ We assumed 6 visits per person per year and 250 working days for each
provider. These assumptions indicated that the mean provider (physician, nurse or
midwife) would be responsible for 30.6 outpatients per day, ranging from 12.4 to 96.0
across countries, as these countries had generally lower availability of PHC providers
than the African Region as a whole. Across all countries, the mean provider outpatient
caseload we estimated from the SDI data tracked these estimates in a range from 9%
(in Niger) to 114% (in Kenya) of the WHO-based calculation, with an average 49% lower
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caseload using the SDI data than the WHO data at the country level. The comparison
confirms that our computations based on crude averages are likely an overestimate of the
true caseload in primary care. The most plausible reason for this overestimate is that the
number of PHC visits per person per year is likely much lower than the OECD average
of 6, but we cannot rule out that there are other systematic differences in the way that
health care workers are counted in WHO statistics versus the on-the-ground surveys used
here.

We also investigated if patient loads could be much higher for doctors under the
assumption that in facilities where they were present, all patients would be allocated to
that doctor rather than the nurse. The estimated outpatient caseload per doctor increased
from 9.5 to 19.3 patients per day (Supplemental Appendix Figure 4). However, 63%
of clinics were exclusively staffed by health care professionals who were not doctors;
as a result, average caseloads per provider remained low for the majority of providers.
Overall, the facility-level surveys supported the conclusion that PHC providers across
these 10 countries experienced substantial excess capacity and underutilization during
the workday.

3.2 Variation in Caseloads across Facilities

A key feature of these data is that even though the mean and median caseloads are low,
there is enormous variation across providers, as shown in Figure 1. At the 75th percentile
of the caseload distribution, for example, providers see on average 2.5 times as many
patients as the median provider does; and 5 times as many at the 90th percentile of the
caseload distribution. One question is whether this variation largely reflects differences in
facility levels and/or differences across urban and rural areas.

We therefore examined the variation in caseloads and providers across facilities using
multiple regression analysis in a specification with country-level fixed effects (Table 2).
Column 1 shows that at the facility level, indeed urban hospitals carried the largest
caseload, followed by rural hospitals followed by urban and rural clinics, all compared to
rural health posts. These results remain similar, but attenuated once we include the
number of providers at the facility. Note however, that the estimated coefficient on the
number of providers implies that facilities with one additional provider see 6.98 additional
patients. Since this is below the mean in our sample, facilities with more providers should
see fewer providers per patient, and this is what we show next. In Column 3, we use as
the dependent variable the caseload per provider, accounting for the number of providers
at the facility, and as expected, facilities with more providers are also those that have
fewer patients per provider.

We then investigated these patterns at the provider level, as opposed to the facility
level. Column 4 confirms that the association between staffing levels and caseloads is
sufficiently strong that urban hospitals do not have significantly more patients per provider
than health posts. In fact, providers at hospitals are less busy than providers at urban and
rural clinics, which have the highest per-provider caseloads. Rural hospitals, by contrast,
have even lower per-provider caseloads than rural and urban health posts. There are
no significant differences in caseloads between urban and rural hospitals; nor between
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urban and rural clinics.

Finally, Column 5 includes additional covariates at the provider level, showing that
doctors and other para-professionals have slightly higher caseloads compared to nurses.
Because we assume that caseloads are evenly distributed within facilities, this implies
that doctors are, on average, located in busier facilities. A final result is that at the provider
level, we could not explain more than 25.6% of the variation in caseloads, of which only
5.6% is explained by facility location and provider characteristics (the remaining 20% is
explained by country). This results from the fact that facilities with any given combination
of characteristics and staffing had a very wide range of per-provider caseloads in each
country.

A first implication of this wide unexplained variation in caseloads is that the experience
of the average patient differs from that of the average provider. To see this in our data, we
weighted each provider by the number of patients they saw, and we report the “crowd”
faced by the median patient in Table 1, Column 6. The median patient was seen by a
provider who sees 25.7 patents each day, with country-level medians ranging from 6.6
patients a day in Nigeria to 64.6 a day in Malawi.

Using queuing theory simulations, we find that substantial queues can develop at
these crowd sizes if patients arrivals and consultation lengths vary randomly (as opposed
to uniformly). Figure 2 demonstrates the method, showing demonstrative queuing and
service patterns over a single simulated working day for a single provider facing various
average caseloads, using randomly distributed patient arrivals and departures and
evaluating the queue flow minute-by-minute over an assumed six hour outpatient shift (see
the Supplemental Appendix for details). In these examples, the provider works
2.3 hours out of the 6-hour day when there are an average of 15 patients, and patients
wait under a minute each; there is nearly never a queue. But when the provider faces
40 patients, they are serving patients the entire day, and patient wait times and queue
lengths increase dramatically.

Figure 3 generalizes this approach to show the wide variation in utilization and queue
lengths that can occur given any level of “average” utilization. With 20 or fewer patients
per day, providers are frequently underutilized over the course of a six-hour workday. With
30 or more patients per day, average wait times become long on average, and excess
capacity quickly declines. At 40 patients per day, provider working time ranged from 60%
to 100%, and patient wait times ranged from five minutes to over one hour. Any
“clumping” of arrival times onto specific days of the week or times of the day substantially
lengthened the queues, driving wait times to “infinity” in some cases. This means that
not all patients who showed up would be seen by closing time, since a facility working at
or above capacity would have a constantly-growing queue. Thus, the caseloads we
estimated in many countries would be consistent with long waiting times for the typical
patient under conditions of even moderate clumping.

Under these conditions of variation, caseloads were observed to be substantial at the
busiest facilities in each country, but only the very busiest providers appeared to have
caseloads that would commit them to consistently serving patients throughout a full
workday. Combining these observations and simulation results with the facility survey
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data, we can conclude that most patients were seen by providers whose workloads are
consistent with long queues in our simulated data, even while most providers appeared to
have substantial excess capacity.

4 Results: Quality Consequences of Uneven Patient Allocations

4.1 Correlations between Caseloads and Competence

We now turn to the question of whether such unequal variation in caseloads has important
implications for the quality of care. One hypothesis is that high-quality providers have
high caseloads and low-quality providers would often have excess capacity, such that
the system approximates an efficient utilization of resources. To examine this possibility,
Figure 4 introduces the interplay of caseloads and provider competence. The left panel
illustrates the share of patients treated by the busiest providers, while the right panel
illustrates the share of patients treated by the highest-competence providers. From the
left panel, the busiest 20% of providers in each country see on average over half the total
patients, ranging from a low of 40% in Togo to a high of 67% in Nigeria. By contrast, the
least-busy 60% of providers see between 14% (Nigeria) and 36% (Togo) of all patients.

If the most competent providers were also the busiest providers, we would expect
similar proportions to hold when we examined caseloads at different levels of competence.
However, as the second panel of Figure 4 suggests, caseloads were not systematically
aligned with the competence of providers. Instead, the 20% most competent providers
saw only very slightly more than 20% of patients; the next most competent 20% generally
saw a slightly smaller share; and the least competent 60% of providers saw 49%—65%
of the patients. While the overall correlation was not quite zero, these top-line compar-
isons indicated that the most competent providers were not systematically managing
substantially greater caseloads.

Figure 5 extends this analysis by directly comparing caseloads for providers at various
levels of competence in the same country and sector. In most countries, the relationship
was observed to be at or near zero over the entire range of possible competence levels.
Across all countries — with the exceptions of Kenya and Tanzania, where the most
competent providers could see 12—17 more patients per day than the least competent —
providers with higher competence were not systematically located in busier facilities.

Indeed, even over the pooled sample, the correlation between provider competence
and caseload was such that the most competent providers in the sample saw only slightly
more patients per day more than the least competent: We estimated an increase of 0.05
patients per day for each one-percent improvement in a provider’s vignettes performance,
accounting for all other characteristics. This implies that moving from a provider who
is at the 10th percentile of the competence distribution (and manages no conditions
correctly) to one who is at the 90th percentile (managing two-thirds of conditions correctly)
is associated with an increase of only three patients per day.

This lack of correlation between caseloads and competence indicates that large
caseloads are not efficiently allocated to more competent providers. Instead, we observed
patterns that more closely resembled random allocation, with high-competence providers
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nearly as likely to be underutilized as low-competence providers. This evidence of
substantial “misallocation” suggests that there is room to improve the quality of care even
without aggregate improvements in provider competence. We turn to this next.

4.2 Quality Implications of Provider Misallocation

To quantify the consequences of this misallocation in terms of the quality of care that
patients could receive under a hypothetical “optimal” allocation, we first calculate the like-
lihood that a provider in an average patient interaction could manage one of the vignette
cases correctly. Then, we simulate the optimal allocation of the most competent providers
to the busiest facilities, and calculate the same likelihood under that configuration.

Table 3 reports the simulated improvements in average patient-weighted interaction
quality by country. Following the reallocation, the average quality of care improved from
36.8% to 41.2% of vignettes correctly managed. However, there were wide variations in
potential improvement across countries, from a low of 0.9 percentage points (p.p.) in Togo
and Niger to a high of 9.9p.p. in Malawi. The variation in potential improvement across
countries reflects the starting distribution of patient caseloads and provider competence
in each country.

Table 3 demonstrates this dynamic by reporting the 25th and 75th percentiles for both
caseloads and competence in each country. In Malawi, the 75th percentile provider in
terms of caseload saw 4.8 times as many patients as the 25th percentile provider while
the 75th percentile provider in terms of competence managed 14.5% more conditions
correctly than the 25th percentile provider. Consequently, reallocating the most competent
providers to the busiest postings, where they would treat a large number of patients,
resulted in large aggregate gains. By contrast, in Togo and Niger, there was much less
variation in the competence and caseloads of providers across postings. In these
countries, the 75th percentile provider could not correctly manage many more of the
vignette conditions than the 25th percentile provider; nor were there opportunities for the
more-competent providers to see many more patients. Therefore, there were very limited
potential gains from reallocation.

Figure 6 illustrates the observed and optimal caseloads by competence for each
country. Under current configurations (dashed lines), more-competent providers in each
country (horizontal axis; histogram) typically see similar numbers of patients as less-
competent providers. Under “optimal” allocations, more-competent providers would see
many more patients (solid black line). Across countries, the actual numerical differences
ranged from as little as 10 patients per day (Togo) to nearly 300 patients per day (Malawi).
Under those optimal allocations, low-competence providers would often be assigned
to postings with nearly no patients. Since we never alter the patient allocation across
postings, these smaller and larger caseloads reflect the status quo variation in the data.
The competence of top-performing providers also ranged widely across countries.
In some countries, the most-competent providers could correctly manage around 30% of
vignettes (Niger, Togo) versus nearly 100% in others (Malawi, Tanzania). Similar to
Table 3, Figure 6 shows how the potential improvements from reallocation depend on
both the existence of busy postings and on the availability of high-competence providers.
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Substantial quality improvements were only possible from reallocation in systems where
sufficiently high-competence providers were available and sufficiently busy postings
existed.

In a benchmarking exercise (Supplemental Appendix Figure 6), we contextualize
the size of the potential quality improvements from reallocation by using the SDI data to
simulate instead the impact of training existing nurses and para-professionals in each
country to the same level of medical knowledge as doctors in the same country.
Specifically, we replaced the competence of those providers with a random draw from the
competence distribution of doctors, again without changing any caseloads or postings,
and then calculated the potential improvement in quality of care.

In countries where reallocation offered substantial improvements, we estimated that
“upskilling” would typically be about half as effective as reallocation — either because doc-
tors already made up a substantial share of observed providers, or because doctors were
not reliably more competent than other provider cadres.® In other countries, reallocation
was relatively ineffective because the availability of high-competence providers was very
low. In these countries — namely, Madagascar, Mozambique, Niger, Sierra Leone, and
Togo — increasing workforce training to the level of local doctors was equally ineffective,
because even the most competent providers still had low rates of correct management in
the vignettes. In such contexts, where systems of medical education and retention have
failed to produce a minimally competent workforce, there appear to be few options within
the existing system that would offer viable avenues to quality improvement.

5 Discussion: Unequal Burdens, Unequal Outcomes

Organizations such as the World Health Organization have repeatedly argued that Sub-
Saharan African countries face severe health worker shortages and that, as a conse-
quence, health facilities are overcrowded and providers are routinely overburdened. A new
literature on quality and availability suggests that the picture is more complicated. Studies
that count the number of actual patients and medical staff at health care facilities show
that health care providers, on average, are not overloaded and in fact have substantial
excess capacity.?? 2! Consistent with these summary measures, three recent studies that
estimated the causal impact of additional patient load on the quality of medical care all
found near-zero relationships between caseload and quality outcomes.'9-12

Our study represents a fundamental reassessment of the human resources situation
in SSA. First, across a nationally representative sample of health facilities in 10 countries,
we confirm that most health care providers operate under conditions of substantial excess
capacity; the median provider likely spends at most one hour and forty minutes each day
seeing patients. Using facility-level survey data, we provide a new perspective on this fact.
In these data, aggregate excess capacity across the provider population masks the fact
that a minority of facilities and providers provide the majority of care in each system. The
number of patients reported at busy facilities was such that the median patient experience
was indeed consistent with long wait times and queues, especially if most patients arrive
at specific times of the day.
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Second, we introduce the concept of allocative efficiencies to the PHC quality improve-
ment literature and use it to quantify losses due to provider misallocation. In our case, the
misallocation takes the form of a very low correlation between a provider’'s caseload and
their competence: More- and less-competent providers were nearly equally likely to be
underutilized. In combination with the variation in caseloads we observed, this means it
was often true that large patient populations were handled by low-competence providers
while facilities with high-competence providers reported few or no patients.

Combining caseloads and competence measures allowed us to determine that half of
the countries in this study are experiencing substantial productivity losses from under-
utilization among high-competence providers, and could improve the quality of care by
reallocating better providers to busier facilities (or making other similar allocative improve-
ments). Such improvements were generally comparable to or greater than the impact of
training additional providers to the level of local doctors, suggesting the availability of
lower-cost and shorter-term paths to quality improvement.

At the same time, the other half of countries had severe shortages of high-competence
providers, and therefore had little to no potential gains from reallocation. These countries
also demonstrated substantial excess capacity across their workforce, but typically had
fewer high-volume facilities where their few high-competence providers could attend to
large numbers of patients. Furthermore, due to the very low overall competence of their
workforce, these countries would also be unable to improve the quality of care by
producing more providers under business-as-usual medical education, suggesting very
serious underlying problems in the development of human capital.

Our findings therefore support a revision in perspective regarding the “human re-
sources crisis in health”, at least at the primary case level. We find that this “crisis” is not
consistent with a general shortage of health care providers, as aggregate statistics and
facility surveys both indicate that many providers in every context have substantial excess
capacity. Instead, there are two different workforce crises at play, whose interaction offers
a promising new approach to system-wide quality improvement.

The first crisis arises from substantial variation in utilization. When combined with the
temporal clumping of patients, the few facilities where utilization is high can quickly develop
long queues. If we take patient demand as fixed, such queues could be better managed by
applying stochastic queuing theory as a standard tool in facility personnel management.
This would require detailed time and motion studies as well as the development of
appropriate administrative tools and protocols, but it does not require a fundamental
reassessment of the health system’s human resources.

The harder question is why there is such variation in caseloads to begin with. Our
results show that the variation in caseloads is not just a question of rural versus urban
clinics, large versus small clinics, or clinics with more and less competent providers.
It could be that caseloads reflect historical spatial patterns while circumstances have
changed — for instance, clinics may represent relatively fixed investments while changes in
population distributions or improvements in transportation networks have occurred rapidly.
We do not have the scope here to pursue this further, although we note that contemporary
research using data such as the geolocations of clinics, population density estimates, and
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transport networks offers a promising line of inquiry.?? Further research could use these
and other inputs to understand the drivers of variation in caseloads. As an alternative,
health system policy could move towards allocating more resources to locations where
caseloads are already higher, rather than applying rules that do not account for spatial
density (such as “one health facility for every 3,000 population”).

The second crisis is the misallocation that arises because of the weak correlation
between provider competence and caseloads. Put simply, some countries are spending
millions of dollars training competent providers, but at the caseload levels we observed,
simulations using queuing theory suggest they are often spending as much as 75% of
their time not seeing patients. We provide a novel measure of the quality implications of
this misallocation, and we find that in some countries the magnitude of these inefficiencies
exceeds the potential gains from training nearly every existing PHC provider to the
competence level of a local doctor.

Whether the kind of hypothetical reallocations we presented here are actually desirable
or feasible is a harder question. To begin with, understanding where to place the most
competent providers requires an open debate about health system priorities: Is it prefer-
able to place a highly competent provider in a slum, where they will see many more poor
people, or in a sparsely populated rural region where there may not be any other options?
To add to this challenge, as we have seen in previous work, the competence of PHC
providers is not well-predicted by their qualifications, so even among doctors and nurses
there is wide variation in proficiency. Administrators cannot make efficient allocation
decisions unless there is a concerted effort to measure and document medical
competence at the individual level using direct assessments that go beyond formal
qualifications.

In summary, we provide evidence that the current consensus of a general human
resources crisis in health is misleading. Under conditions of general scarcity, policy
options are limited to increasing capacity. Our data suggest that general scarcity is almost
never a binding constraint at the system level. Instead, we argue that the problem is a
more nuanced one of variation in caseloads and misallocation of competent providers.
There is excess capacity in every health system already, even among high-competence
providers: We find that human resources are simply not in the same places as patients
are.

In part because human capital investments are already underutilized, we find that
increasing capacity through upskilling is generally a less effective approach in contexts
where improved allocation could produce quality improvements. Finally, we show that in
very low-performing countries, there are much more serious underlying issues. These
countries seem to have extremely limited capacity to consistently train competent medical
providers, so neither allocative improvements nor increased training levels would produce
meaningful quality improvements with the status quo institutions. Our hope is that the
results presented here will open up the conversation and allow us to more precisely
benchmark and suggest policy options for countries that are more tailored to their specific
needs.

14/30



6 Limitations and Robustness

That data that we have used here has several limitations.

First, there may be measurement error in utilization data due to poor recall or in-
accurate records. To benchmark this possibility, the SDI survey data from Kenya was
compared to the Kenya DHIS2 survey for the same period (Supplemental Appendix
Figure 1) and found that caseloads were correlated in both reports, with a correlation of
0.79.8 In addition, time and motion studies have documented similar caseloads in India

and Viet Nam; and other studies that measured caseloads report similar averages to
OUI’S.20'21'23'24

Second, SDI data collected caseloads at the level of the facility, not the provider. This
is less of a problem in small facilities, which are the majority, but a substantive portion of
our results reflect the experience of patients at large, crowded facilities with multiple
providers. In these cases, since no data exists on the actual work patterns of individual
providers, we split caseloads equally among all providers present, assuming that the
present providers were representative of staffing at the facility on a random day. Because
the SDI randomly observed in-person providers at the place of practice, our analysis is
robust to flexible daily staffing patterns on average, but cannot fully account for changes
such as providers who work part-time, providers who move between multiple facilities,
and staffing patterns that are responsive to diurnal variation in demand. Ideally, future
research would observe detailed work patterns for all clinic staff including precise patient
assignments to each provider over a series of work days. In large facilities where we had
to estimate the number of providers actually present, there are additional complications;
we present a full description of this process and results robust to the exclusion of these
facilities in Supplemental Appendix Tables 2—4.

Third, in terms of the implications for quality, multiple studies have found a large gap
between medical competence and clinical practice.?! 2>2° Any gains that we compute
here (either from reallocation or upskilling) are based on provider competence rather
than clinical practice. The data used here are also based on a sample of the health
facilities and providers in each country. While previous studies have documented similar
variation in caseloads and quality even at the level of the village,3* 3" we would require
a substantial increase in the scale of data collection to accurately compute the gains to
reallocation within local areas. These data limitations arguably imply that our results are
a lower bound of the gains that could actually ensue from allocative strategies. Larger
samples and data on clinical quality (as opposed to knowledge) may further increase the
gains from such approaches if the variation in clinical quality is larger than that in
knowledge, and larger samples could increase this variation even further.

In contrast, measurement error, either in caseloads or in competence, will overstate
the gains from better allocative efficiency. The SDI surveys do not take repeat measure-
ments, which are required to establish the reliability of these measures. For caseloads,
the measures track well with other official statistics, but for facilities like central hospitals,
where caseloads are very high, small errors can lead to large changes as the reassign-
ment of just a few providers can lead to disproportionately large gains. In both these
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cases, further validation either using physical patient counts or repeat measurements can
be used to improve accuracy in the estimated variation in the underlying distributions.

7 Conclusion

The World Health Organization argues that 90% of LMICs suffer from critical health
worker shortages.3? 33 Using insights from country-level estimates for the WHO African
Region combined with nationally representative facility-level survey data in 10 countries,
we submit that the consensus of a human resource crisis in low-income countries needs a
fundamental reassessment. The problem appears not to be so much a general “shortage”
of providers as it is a complex issue of unequal caseloads across unequal providers,
which results in under-utilization of high-competence providers while low-competence
providers manage large caseloads.

Combining novel data on these two dynamics, we estimate that, in half of the countries
in this study, the productivity losses due to misallocation are quite large. We emphasize
that these calculations are intended as a sufficient statistic to estimate productivity losses
in primary health care quality due to systematic excess capacity among high-
competence providers, not as a policy prescription. A policy of provider reallocation is
potentially realistic only to the extent that (public) health systems can post or transfer
individual providers to different facilities. In practice, our results suggest that a wide
variety of allocative strategies, such as triage and patient-transfer, may be worth further
investigation at the local and subnational levels, in addition to centralized provider
reassignment.

In the other half of the countries, the potential gains from reallocations are much
lower. The inconsistent quality of LMIC medical education appears to be a significant
constraint as there are so few high-competence providers that reallocating them does
very little. In these countries, there is no easy way out of the quality crisis. Their problem
is still not a general shortage of health care providers — as in other systems, there is
plenty of excess capacity among the workforce. Instead, the inability of these countries to
train and retain highly competent providers leads us to believe that a total overhaul of their
health care systems is required.
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Figures and Tables

Table 1. Per-provider outpatient daily caseload summary statistics by country

(1) (2) 3) (@) (5) (6) (7)

| Observed | Calculated |
Mean Mean Median Median Mean Crowd Faced
Providersper Providers Patientsper Patientsper Patientsper byMaedian
Facilities Facility Present Facility Day Provider Day Provider Day Patient
Total 7915 4.3 2.6 25.9 10.9 15.7 25.7
Kenya 3003 2.8 1.6 22.6 15.6 20.5 30.4
Madagascar 423 2.1 1.4 8.3 6.0 10.5 20.3
Malawi 309 7.5 4.2 87.2 20.7 35.6 64.6
Mozambique 191 7.7 5.0 55.1 15.3 18.5 27.7
Niger 249 4.8 3.2 10.1 4.5 8.7 18.4
Nigeria 2268 3.8 24 2.1 1.2 2.7 6.6
SierraLeone 529 2.3 1.5 13.8 9.4 11.7 16.0
Tanzania 374 3.5 1.7 17.3 16.5 24.7 40.1
Togo 180 4.7 33 14.3 5.8 6.7 8.0
Uganda 389 3.5 2.0 28.5 14.0 17.3 25.0
(8) (9) (10) (11) (12) (13)
| Reported by WHO | Calculated |
Mean Ratio of
Patients per Mean
Total ProviderDay Estimated
Providersper UsingWHO Caseload to
Nurses and 1000 Data Estimate
Physicians Midwives CHW per (Excluding  (Excluding  from WHO
per 1000 per 1000 1000 CHWs) CHWs) Data
Total 0.1e6 0.63 4.70 0.79 30.6 0.51
Kenya 0.16 1.17 11.30 1.33 18.0 1.14
Madagascar 0.20 0.29 13.33 0.49 49.0 0.21
Malawi 0.14 0.33 5.52 0.47 51.1 0.70
Mozambique 0.07 0.47 0.75 0.54 44.4 0.42
Niger 0.05 0.20 0.00 0.25 96.0 0.09
Nigeria 0.40 1.54 5.95 1.94 12.4 0.22
SierraLeone 0.04 0.74 0.66 0.78 30.8 0.38
Tanzania 0.05 0.57 0.00 0.62 38.7 0.64
Togo 0.07 0.41 9.51 0.48 50.0 0.13
Uganda 0.40 0.55 0.00 0.95 25.3 0.69

Note: This table presents summary statistics for caseloads in the ten countries in the
SDI sample. Column 2 reports the mean number of providers in the facility roster who
reported serving outpatients. Column 3 reports the mean number of such providers
observed present during the unannounced follow-up visit. Column 4 lists the median
number of patients reported per day at the facility, calculated by dividing the reported
three-month total across 60 working days. Column 5 reports the median number of
patients seen by each provider daily, calculated by dividing the daily number of patients
by the number of staff present. Column 6 reports the mean number of patients seen by
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each provider daily, calculated by dividing the daily number of patients by the number of
staff present. Column 7 reports the median number of patients seen by each provider
daily, weighted by the number of patients. Columns 8-11 reproduce data from WHO with
the number of various types of clinical staff per 1,000 population in these countries.'®
Column 12 calculates the daily number of visits each staff would handle if each person
made 6 outpatient visits per year and each staff member worked 250 days. Column
13 is the ratio of Column 12 and 6. Totals are averages of reported statistics with all
countries equally weighted. WHO data is reproduced under the CC BY-NC-SA 3.0 license:

https://creativecommons.org/licenses/by-nc-sa/3.0/deed.en.
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Table 2. Regression results for caseloads, facility characteristics, and provider

competence
(1) (2) 3) (4) (5)
| Facility Level Provider Level
Total Patientsat Total Patientsat  Patientsper Patients per Patients Per
Facility Facility Provider Provider Provider
Providers at Facility 6.98%** -1.86%**
0.89 0.17
Facility type vs Rural Health Post
Urban Hospital 78.01%** 29.39%** 12.06%** 0.26 -2.09
9.81 7.83 1.97 1.96 1.62
Urban Clinic 29 44 %% 14,81 %** 9.29%*x 4,58%** 2.65%*
3.34 3.44 1.29 1.09 1.29
Urban Health Post 2.14 -0.94 -2.94%xx -0.59 -1.61
3.24 2.87 0.86 1.30 1.36
Rural Hospital 58.80%** 24.38** 9.3 %% -5.21%* -6.94 %%
10.83 11.39 3.33 2.16 2.45
Rural Clinic 14.08*** 7.16™* 9.40Q%** 5.5 %** 4. 78%**
3.31 3.27 1.12 1.30 1.39
Provider Cadre vs Nurse
Doctor 4.02%*x
1.02
Other Para-Professional 2.58**
1.26
Medical Education vs Certificate
Diploma 0.36
1.03
Advanced 4. 40%**
1.37
Constant 26.83 16.84 23.98 14.32 12.09
1.31 1.65 0.62 0.65 0.97
Number of Observations 7915.00 7915.00 7915.00 13035.00 13035.00
Regression R-Squared 0.36 0.45 0.36 0.20 0.21
P-value Urban vs Rural Hospital 0.21 0.72 0.44 0.11 0.14
P-value Urban vs Rural Clinic 0.00 0.04 0.94 0.51 0.11
Country Fixed Effects X X X X X
Facility Clustering X X

Note: Each column reports the estimated coefficients from a single regression. The
dependent variable is reported at the top of each column (either total daily outpatients at
the facility or patients per provider). Models 1-3 are estimated at the facility level, Models
4-5 are estimated at the provider level. “Providers at Facility” is the number of providers
observed serving outpatients in the unannounced facility visit. “Percent of Vignettes
Correct” is the individual provider competence calculated as the predicted proportion of
vignettes the provider could correctly manage. Providers without recorded medical
education levels are excluded in Models 4-5.
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Table 3. Simulation: Impacts of optimal provider allocation on quality of care

1) 2) 3) 4) (5) (6)

| Share of Vignettes Correct (Patients) |

Observed in After Increase Percent Increase Increase
Data Reallocation (p.p.) Increase Urban (p.p.) Rural (p.p.)
Total 36.8% 41.2% 4.5% 12.3% 4.3% 4.4%
Kenya 50.1% 54.1% 4.0% 7.9% 4.8% 3.6%
Madagascar 37.2% 40.2% 3.0% 8.0% 3.4% 1.9%
Malawi 57.9% 67.8% 9.9% 17.1% 11.3% 8.7%
Mozambique 28.8% 33.3% 4.5% 15.6% 3.9% 4.6%
Niger 23.8% 24.7% 0.9% 3.9% 0.4% 1.3%
Nigeria 24.7% 32.0% 7.3% 29.5% 5.5% 8.0%
SierraLeone 45.7% 49.4% 3.8% 8.2% 3.8% 3.7%
Tanzania 49.3% 55.0% 5.6% 11.4% 5.3% 6.0%
Togo 22.3% 23.2% 0.9% 3.9% 0.0% 1.6%
Uganda 27.8% 32.7% 4.9% 17.8% 4.3% 5.0%
(7) (8) (9) (10) (11) (12)
| Patients per Provider Day | Share of Vignettes Correct (Providers) |
25th 75th 25th 75th
Percentile Percentile IQR Ratio Percentile Percentile IQRWidth

Total 13.9 46.6 3.3 31.4% 42.6% 11.3%
Kenya 18.3 48.8 2.7 46.4% 53.7% 7.3%
Madagascar 9.0 323 3.6 34.8% 40.0% 5.2%
Malawi 30.8 146.9 4.8 50.7% 65.2% 14.5%
Mozambique 15.9 46.5 2.9 23.3% 33.6% 10.3%
Niger 10.1 30.0 3.0 19.0% 27.6% 8.6%
Nigeria 2.7 13.9 5.1 16.6% 32.1% 15.5%
SierraLeone 9.8 26.0 2.7 42.2% 51.3% 9.1%
Tanzania 20.5 71.6 35 41.9% 57.6% 15.7%
Togo 5.4 13.2 2.4 19.2% 28.5% 9.3%
Uganda 16.2 36.5 2.3 19.6% 36.9% 17.3%

Note: This table reports results from reallocation simulations such that the most competent
provider in each country and health facility type (level and rural/urban setting) is placed
at the posting with the highest daily caseload. Column 1 reports the patient-weighted
average interaction competence observed in the data. “Share of Vignettes Correct”
is the mean provider competence calculated as the predicted proportion of vignettes the
provider could correctly manage. Column 2 reports the patient-weighted average
interaction competence after optimal allocation. Columns 3-6 report the increases as
percentage points, a percent improvement from the baseline, and percentage points
improved in rural and urban settings. Columns 7-9 report IQR and the IQR ratio for daily
outpatient caseloads per provider. Columns 10-12 report IQR and the IQR difference for
provider competence. Totals are averages with all countries equally weighted.
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Figure 1. Daily outpatient caseloads faced by providers and patients, by country
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Note: This figure summarizes the distributions of daily outpatient caseload per provider;
and the workloads of the providers seen by patients; across all facilities in the sample by
country. The vertical red lines indicate the medians and the box endpoints indicate the
25th and 75th percentiles of the distributions. Outside values as defined in Tukey (1977)
are excluded; the adjacent values are represented by the endcaps.®* All distributions are
top-censored at 200 outpatients per day for display purposes.
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Figure 2. Demonstrative queuing patterns in queuing simulations with varying
caseloads
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Note: This figure reports four actual results of simulation of queue flow across a six hour
working day. Each simulation draw encounters 15, 20, 30, or 40 patients per day on
average, respectively, with each patient requiring 10 minutes of service time on average.
Actual patient load is drawn from the Poisson distribution and actual service time is drawn
from the exponential distribution. Queue flow is evaluated at one-minute intervals. Mean
wait time reported excludes patients unserved at closing time.
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Figure 3. Variation in provider workload and patient waits in queuing simulations
with varying caseloads
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Note: This figure reports 100 actual results of simulation of queue flow for each of
four caseload parameter choices across a six hour working day. Each simulation draw
encounters 15, 20, 30, or 40 patients per day on average, respectively, with each patient
requiring 10 minutes of service time on average. Actual patient load is drawn from the
Poisson distribution and actual service time is drawn from the exponential distribution.
Queue flow is evaluated at one-minute intervals. Mean wait time reported excludes
patients unserved at closing time.
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Figure 4. Share of patients seen by most busy and most competent providers, by

country
By Caseload: By Competence:
Top 20% of Providers Top 20% of Providers
Next 20% Next 20%
Bottom 60% Bottom 60%
Kenya 0.48 0.24 0.28 Kenya | 021 022 0.57
Madagascar 0.56 0.22 0.22 Madagascar | 0.26 0.22 0.53
Malawi 0.55 0.23 0.22 Malawi | 022  0.18 0.60
Mozambique 0.47 0.25 0.28 Mozambique | 0.17 0.18 0.65
Niger 0.56 025 019 Niger | 024 o020 0.56
Nigeria 0.67 0.18 0.14 Nigeria| 028 0.23 0.49
Sierra Leone 0.46 0.23 0.31 Sierra Leone | 024 0.23 0.53
Tanzania 0.55 0.21 0.24 Tanzania 0.29 0.19 0.52
Togo 0.40 0.24 0.36 Togo | 021 o021 0.59
Uganda 0.45 0.25 0.30 Uganda | 022 o0.21 0.58
T . T T . T T T
0 .25 5 .75 1 0 .25 5 .75 1

Proportion of Total Outpatients Proportion of Total Outpatients

Note: The first panel of this figure reports the proportion of outpatients served by the
20% busiest, next 20% busiest, and 60% least busy providers in each country. The
second panel of this figure reports the proportion of outpatients served by the 20% most

competent, next 20% most competent, and 60% least competent providers in each

country.
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Figure 5. Regression correlations between provider competence and caseloads, by
country
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Note: This figure reports a binned scatterplot and regression fit of the relationship between
provider competence and the outpatient caseload per provider day.®® “Vignettes Correctly
Treated” is the mean provider competence calculated as the predicted number of vignettes
the provider could correctly manage. The legend reports the estimated relationship within
each country, reported as the increase (decrease) in patients per day per percent increase
in competence, with the corresponding p-values in parentheses.
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Figure 6. Correlations between provider competence and caseloads, as observed

and optimally allocated
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Note: This figure illustrates unweighted results from reallocation simulations such that the
most competent provider in each country and health facility type (level and rural/urban
setting) is placed at the posting with the highest daily caseload. The histogram reports the
distribution of providers. The solid (dashed) line report the association between provider

competence and caseload in the optimal (observed) allocation.

“Vignettes Correct” is

the mean provider competence calculated as the predicted proportion of vignettes the

provider could correctly manage.
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